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This paper describes Vanu Software Radio technology and its benefits. Its benefits include lower development 
costs and increased versatilit y of radio equipment. 

Development cost and versatilit y have become important competitive factors for radio equipment 
manufacturers. Development cost is vital due to the increasing complexity of communications standards. 
Versatilit y is necessary due to the rapid evolution of standards, and due to high investment risk caused by 
market uncertainty among competing standards. 

Vanu Software Radio technology enables radio communication systems to be: 

• developed more quickly; 

• developed for one market, but used across many; 

• upgraded, modified or changed via software downloads; and 

• seamlessly migrated to lower cost, more eff icient platforms (following Moore’s law). 

Development work at Vanu, Inc. grew out of the research of the SpectrumWare software radio project at the 
Massachusetts Institute of Technology. In 1998 most of the SpectrumWare team left MIT to start Vanu, Inc. 
Since then, Vanu has built software radio implementations of a variety of commercial and government 
waveforms, including the cellular telephone standards IS-91 AMPS, IS-136 TDMA, and GSM. 

Vanu Software Radio vs. Software Defined Radio 

Vanu Software Radio systems differ significantly from software defined radios (SDR). In Vanu Software Radio, 
most signal processing is done by general-purpose or hybrid general-purpose/DSP processors, not by traditional 
digital signal processors or field-programmable gate arrays. Almost all signal processing functions are 
implemented in high-level code running on top of a standard POSIX operating system, not in low-level code 
tied to the processor or board on which it runs. As a result, the waveforms and signal processing infrastructure 
have ported almost unchanged across Intel Pentium, Intel StrongARM, SuperH/Hitachi SH-4, Compaq Alpha 
and Motorola PowerPC processors, and are expected to port easily to a wide range of future processors.  

Portabilit y of waveforms controls what happens to a manufacturer’s investment in a waveform. In SDR the 
investment is tied to a particular hardware platform, which may cover only a part of the market and which will 
rapidly become obsolete. In Vanu Software Radio the investment is portable: the costs of developing the 
waveform can be amortized across markets and across multiple generations of products. Moreover, the 
manufacturer can quickly and cost-effectively adopt improved components or entire platforms as these appear in 
the COTS marketplace. With increased standards complexity, rapid evolution of standards and hardware, and 
market uncertainty, the portabilit y of investment enabled by Vanu Software Radio leads to substantial 
competitive advantages. 
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Vanu Software Radio architecture 
The Vanu system architecture consists of the layers and components shown in Figure 1. 
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Figure 1: Layered Software Radio Architecture 

 

The lowest layer is the antenna. The antenna counts as a layer because modern radio systems contain active 
antenna elements that must be controlled, for example beam-forming arrays or MEMS-based tunable antennas. 

The next layer, labeled RF-to-Digital, is the only layer of the system that contains radio-specific analog 
components. On the receive side, its sole function is to generate a digitized representation of a slice of the radio 
spectrum. On the transmit side, it generates a radio signal from a digitized representation. It performs no signal 
processing. In lower-cost systems, the RF-to-Digital layer performs channel selection on receive and band 
synthesis on transmission, while in high-performance systems it exchanges a digitized representation of a whole 
RF band with the motherboard, enabling multichannel operation.  

The name of the next layer, Motherboard, is borrowed from the PC world because software radios built to the 
Vanu architecture look much more like computers than like legacy radios. Like a PC motherboard, this layer 
contains memory and processor components, and provides I/O to a network, to the user, timing support, and 
similar functions 

The Operating System layer sits on top of the motherboard. Use of an operating system is critical to the design 
approach because it isolates the signal processing application from the hardware and thereby significantly 
improves its portabilit y. Vanu systems place no unusual demands on the operating system. Any POSIX 
operating system that supports high data rate transfers between applications and the underlying hardware can be 
used. The current implementation runs on Linux and on the real-time operating systems QNX and VxWorks. 

The software radio system runs as an application process on top of the operating system. It is split i nto control 
and signal processing components, which have different engineering requirements. The control component 
emphasizes portabilit y and the abilit y to integrate with COTS implementations of network protocol stacks and 
other higher layer functionality. The signal processing component emphasizes processing eff iciency, modularity 
and code reuse. 

The signal processing component consists of a middleware layer which performs data movement and module 
integration, and a library of signal processing modules for functions such as FM encoding, the Viterbi 
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algorithm, or FIR filtering. The control component consists of a runtime system that interprets state machines 
and processing descriptions, and a downloadable application that determines which waveform or 
communications standard the system will i mplement. 

Representative Implementations 

To make the architecture more concrete, consider a few current implementations. 

Powered User Equipment: For user environments where 
power is available, a COTS motherboard or custom 
designed board using COTS components can be used. 
The current Vanu demo system is a standard PC with a 1 
GHz Pentium III , dual-channel PC133 memory, Echotek 
A/D and D/A cards, and an external RF front end for 
frequency conversion. This system has been used to 
demonstrate reception and, where applicable, 
transmission, of legacy AM and FM broadcasts, family 
band walkie-talkie, APCO 25 (a North American digital 
law enforcement standard), 1G and 2G cellular standards, 
and NTSC television. 

 

Handheld User Equipment: Vanu built a research 
prototype of a battery-powered handheld system for the 
DoD JTRS program. It is a custom board with a 200 
MHz StrongARM 1110, dual-port RAM, and a FPGA 
that interfaces to a host PDA and to a separate RF-to-
digital board which provides channel selection. The 
system supports the IS-136 2G cellular standard in 
addition to less-complex legacy standards. (The wings 
to the left and right of the iPAQ shown above are to 
support test probes and to create separate power 
supplies for major system components for test and 
measurement purposes.)  Vanu is presently building a 
similar system in which the signal processing is 
performed natively in the PDA’s StrongARM 
processor. The user can simply attach the RF front end to the PDA to turn it into a multi -mode radio. 

 

Infrastructure Equipment: Vanu’s proof-of-concept 
implementation of a cellular telephone base station 
consists of a number of COTS 1U rackmount servers, 
each with two 1GHz Pentium III processors, connected 
by gigabit ethernet. The RF-to-digital function is provided 
by separate single-processor PCs, with A/D, D/A, and RF 
front ends, which exchange wideband digitized streams 
with the signal processors over the ethernet. The control 
component runs on a single processor and communicates 
to the signal processing components using CORBA. The 
system uses standard cluster techniques to detect and 
recover from the failure of any signal processing server. 
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The same software runs on all the radically different hardware implementations of the Vanu system architecture. 
Furthermore, in platforms other than the handheld, all hardware except the transmit front end is acquired as 
COTS equipment (at the component, board or box level) that are plugged together without any hardware design 
work. These features make Vanu systems fundamentally different from legacy radio architectures, where the 
software is intimately tied to the hardware and building a new radio always starts as a hardware design problem. 

The combination of portable software and COTS commodity hardware significantly increases the speed of 
development and the diversity of communications functions that can be supported for the same manufacturer 
engineering investment. The Vanu Software Radio approach will have even greater advantages as the 
engineering investment in radio equipment shifts over time towards software. 

Software Portabili ty 
Designing for portabilit y has subtle implications that affect system performance in unexpected ways. 

Performance Benefits of Portabili ty 

Portable code is traditionally considered to be slow code. In our experience, well-written portable software 
frequently performs better than software optimized for a particular platform. This counter-intuitive observation 
is a consequence of the exponential growth in processor performance over time (Moore’s Law). 

Consider the experience of the SpeakEasy software radio project. In 1991, the US Department of Defense 
launched SpeakEasy with the goal of supporting ten milit ary waveforms on a single device. The developers 
chose the fastest available digital signal processor in 1991, the Texas Instruments TMS320C40. The 
computational requirements of the target waveforms far exceeded the capabilit y of the C40, so the developers 
planned a system with multiple processors and highly optimized the software to reduce the number required. By 
the time the SpeakEasy Phase I effort finished in 1994, Texas Instruments had introduced the TMS320C54xx, a 
processor family four times faster than the C40. However, SpeakEasy could not take advantage of the new 
processors. The SpeakEasy software was tied to the C40 processor and would have had to be completely 
rewritten to run on the C54. Therefore, the SpeakEasy system as demonstrated in August of 1994 missed out on 
a potential 4x reduction in size, power disspiation, weight, and parts cost of the signal processing engine. 

In contrast, consider the Vanu implementation of the AMPS analog cellular telephone standard. When the MIT 
SpectrumWare project started in 1995, the first software radio ran on a PentiumPro 133-MHz processor and 
could not process even a single AMPS channel in real time. By 2001, the Vanu derivative of that code 
supported seven AMPS channels in real time on a Pentium III 1-GHz processor. Most of the R&D dollars 
required to achieve this performance improvement were invested by Intel, not by Vanu. 

Moore’s law means that, for systems where the software takes substantial time to write, well-written portable 
software will usually perform better than software which locks the processor choice early in the engineering 
cycle. Over the li fecycle of a product family, which can easily stretch to ten years or more, Moore's Law 
provides such a huge advantage that code portabilit y is a fundamental requirement for good performance of 
such systems. 

Portabili ty and Real-Time Requirements 

Radio systems face stringent real-time requirements. For example, the IS-95 standard for CDMA cellular 
telephones requires the mobile unit to begin transmitting data within a 3 microsecond window centered at the 
scheduled start time. 

Current digital radio systems satisfy real-time requirements through tight control over software execution 
timing. This approach does not significantly reduce portabilit y by itself. However, it limits the software to 
platforms that provide highly predictable execution rates. Also, it limits the algorithms used to those that 
perform roughly the same amount of computation for each data sample processed. Current designs assume that 
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execution jitter is confined to small effects such as cache misses or bus contention and therefore only a few 
samples of buffering at input and output are required to tolerate it.  

Vanu systems relax the requirement of execution predictabilit y by significantly increasing the buffering at 
system input and output. Relaxing the execution rate requirement enables the software engineer to exploit a 
much wider range of platforms and algorithms. For example, Vanu, Inc. has found significant cost and 
portabilit y benefits from using Linux rather than a dedicated RTOS in many applications. Also, the total 
computational load can be reduced through sophisticated algorithms that run quickly in the common case but 
occasionally fall back to expensive processing in the uncommon case. An example is a convolutional decoding 
algorithm developed at Vanu, much faster than the widely used Viterbi algorithm, but with the same error 
correction performance. 

The Vanu approach decouples the processor's execution from the wallclock suff iciently that the rate of 
execution at any given point in time is unpredictable. Real-time requirements will be satisfied as long as the 
processor is fast enough that the signal processing code averages a processing rate faster than the I/O rate. 

Buffering on input and output does not come for free. Each sample buffered between the input and output 
causes an additional sample-period worth of delay. This limits the abilit y of applications with low end-to-end 
latency requirements to run on some platforms. The latency requirement limits the amount of buffering allowed, 
which in turn limits the allowed variance in the signal processing rate. Each platform has some minimum 
variance it can achieve, depending on its hardware and system software design. If the minimum variance is too 
high and the latency requirement too low, the application cannot run on the platform. 

Unlike in traditional digital radio designs, however, the Vanu design approach ensures as wide a range of 
platform compatibilit y as possible for each application. Temporal decoupling smoothes out the discontinuity 
between predictable real-time systems and unpredictable non-real-time systems. By adjusting I/O buffer sizes, a 
portable application can run in real time on a variety of different platforms and achieve the minimum end-to-end 
latency permitted by each.  

Signal Processing Software Design 
Vanu Software Radio systems combine the portabilit y techniques just described with advanced software 
engineering techniques to promote modularity and code reuse across waveforms. The modularity of our code 
enables significant reuse of certain widely used software components. For example, certain methods of 
modulation are widely used. In Vanu Software Radio systems, these may be reused in different waveforms, 
decreasing the development time necessary to bring a new product to market. In order to maximize code reuse, 
we have partitioned system components into objects connected by streams.  

Signal Processing Stages as Objects 

Vanu Software Radio systems implement the various stages of the signal processing pipeline as independent 
objects, written in an object-oriented language, which are connected at runtime to form the desired processing 
graph. This approach is very common in the specification and rapid prototyping of signal processing systems. 
However, Vanu systems are unusual because they use dynamically connected objects as the implementation 
strategy for the actual signal processing engine. 

Use of objects in this way in the operational system makes it easy to achieve a high degree of reconfigurabilit y. 
For example, in the Vanu implementation of a GSM cellular base station, chains of signal processing objects are 
dynamically created and deleted as new connections are established. This provides a clean mechanism for 
ensuring that only the required processing is done on each connection, among the various types of processing 
which the GSM standard supports. In power-limited systems, objects that embody algorithms with higher 
performance and higher power consumption can be replaced by objects with lower performance and lower 
power consumption whenever conditions permit. This means, for example, that battery li fe can be extended 
when there is littl e noise in the channel. 
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Stream Abstraction 

Vanu systems represent the data connections between processing stages as object-oriented streams. The stream 
abstraction matches engineers’ intuitions about these connections. Each stream appears as an infinite sequence 
of data values, all of the same type. Some streams carry scalar values, like floating point numbers, representing a 
continuous sequence. Others carry discrete chunks of data such as video frames. Each entry in a stream is 
associated with a time stamp. In the current implementation, it has turned out to be faster and simpler to 
compute the time stamp upon request rather than store one with each entry. 

The stream abstraction simpli fies the implementation of the objects that provide the signal processing stages. 
Through careful design of the API between the code in each object and the stream implementation, all code 
dealing with buffer allocation, the circular nature of finite buffers, buffer underflow and overflow, initialization 
and flushing is hidden from the processing module. Each signal processing object treats its input and output 
buffers as infinite arrays, subject to a few usage rules. The key usage rule is that the code must maintain an 
access pointer, monotonically increasing, indicating a point in an input buffer before which the code will not 
read, and a point in an output buffer before which all data values are valid. This provides the implementation of 
the stream abstraction the information it needs to manage buffer space and to activate upstream and downstream 
processing objects at the appropriate times. 

Because of the modularity and separation of concerns provided by the stream abstraction, implementing a signal 
processing chain capable of receiving an AMPS traff ice channel required only 600 lines of code (on top of the 
SpectrumWare infrastructure and pre-existing input/output libraries). This code implements four signal 
processing objects: a channel selection filter, an FM discriminator, a low-pass filter that also performs 
decimation, and an audio band-pass filter. 

Data Pull 

Data in a signal processing system flows through a chain of processing stages from input to output. In most 
systems, control also flows from input to output. When a processing stage is complete, it pushes data 
downstream, causing the next stage to begin work. 

Vanu systems invert the traditional design. Each processing stage pulls data from the previous stage as needed 
to do its work. When implemented as a program, the application starts by invoking a procedure in the final 
output stage. This stage calls the immediately upstream stage, requesting the needed data. That stage in turn 
makes a procedure call on its upstream neighbors, and so on until an input stage provides input samples to be 
processed. Vanu systems are called data-pull for this reason. 

A data-pull implementation works well with temporal decoupling, for several reasons. 

• No processing is done until it i s needed. Decisions to modify the behavior of the processing chain take 
effect immediately, rather than being delayed until partially processed data has drained through to the 
output. Therefore the radio can adapt much more quickly to events such as changes in the power level of a 
received signal. 

• No work is done when the output buffer is full . Therefore there is no concern about overrunning the output 
buffer despite the decoupling of processing rate from real time. 

• Processing can be skipped in cases where the output is not needed. Examples of this include a cellular 
mobile unit scanning the input looking for a synchronization pulse, and a television display that is showing 
one-quarter of the full transmitted picture. The downstream stage pulls the particular samples it needs and 
instructs its upstream neighbor to skip the others. The skip instruction ripples up through the system and 
causes input samples to be dropped if they are not needed. 

In a Vanu system the stages operate on blocks of samples called payloads. Stages that naturally process 
individual samples are built to process payloads of arbitrary size, while stages that naturally process frames of 
data support payloads containing arbitrary numbers of frames. 
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The payload requested by the final output stage of a processing chain is called the output size. Porting a data-
pull application to a new platform requires adjusting the output size of each processing chain. The size of the 
data cache, relative cost of a function call , and other hardware parameters interact to determine the output size 
that provides maximum performance at minimum end-to-end latency. 

Out-of-Band Communication 

Signal processing objects occasionally send or receive control events. These control events differ substantially 
from the data flows in sample streams. Control events occur at unpredictable times, carry argument data of a 
variety of types, and can be sent between modules that are not connected in the data flow graph. For these 
reasons, it is appropriate to provide a mechanism other than the stream abstraction to implement control events. 

To remain consistent with the dynamic approach used for data streams, control connections are established at 
runtime between signal processing objects. Control connections are implemented using the asynchronous 
variant of the widely-used publish/subscribe design pattern. 

Control Software 
The control component is responsible for selecting the objects used to perform signal processing, making the 
necessary interconnections, and setting all the processing parameters. Additionally, the control component 
implements the protocol state machines, changes the processing graph as required by changes in operational 
conditions, and interacts with higher layer software or with the user. 

Large systems such as cellular telephone base require automatic code generation for the control component. For 
example, the physical layer of an AMPS base station includes more than 1500 signal processing object 
instantiations. Creating these one by one, then setting their parameters and connecting their data and control 
flows appropriately, requires a large number of lines of control software, or a large number of entries in a table 
if the system is table-driven. This code or table is repetitive, diff icult to read and expensive to modify correctly. 

Vanu systems use a code generation system for the control software. The code generation system has several 
components. 

• Generation of signal processing object instantiations, parameter settings and connections from a more 
abstract description of the desired signal processing. The more abstract description is written in a Vanu-
developed language called RDL, the Radio Description Language. 

• Generation of the most common RDL constructs from graphical representations of assemblies 

• Generation of state machine code from graphical statecharts 

The code generation system also provides an important form of portabilit y to the control component of Vanu 
software radios. The mechanism used to connect the control component to the signal processing component is 
different in different systems. In a resource-constrained handheld, JNI is used between the Java-based control 
component and the C++-based signal processing component. In a distributed infrastructure system, CORBA 
connects the control to the signal processing. Different connection mechanisms require substantial differences in 
the control code. These differences are hidden from the software engineer by generating the variants 
automatically from a more abstract description. The result is a significant reduction in the amount of 
reprogramming required to port a waveform across platforms. 

Performance 
Performance of the Vanu signal processing subsystem can be roughly measured as megacycles per second of 
computation required to support a given waveform or communications standard in real time. For example, if a 
given standard requires 100 megacycles per second of computation, then it will use 50% of the available CPU 
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performance on a 200 MHz processor. This is only a rough measure because different processor architectures do 
different amounts of computation per cycle. 

Table 1 shows the performance of several representative standards, measured on a 600 MHz Intel Pentium III 
processor. 

 

Waveform Megacycles/ 
second 

Op Comments 

IS-91  41 RX+TX AMPS 1G cellular voice 

IS-136  63 RX TDMA 2G cellular voice 

GSM  96 RX+TX 2G cellular voice 

802.11b  516 RX LAN data 

Table 1 Signal Processing Performance 

IS-136 and 802.11b are half-duplex, and transmission requires less processing than receive, so the number 
shown for RX is the maximum computational load required for signal processing to support the standard. The 
IS-91 and GSM measurements include simultaneous RX and TX processing. Comparisons among these 
performance numbers should not be taken to represent intrinsic differences in the computational complexity of 
the standards. 

Conclusion 
As manufacturers move to 3G cellular systems, build multi -mode vehicular telematics devices, or develop 
infrastructure systems that dynamically change functionality to maximize revenue, the engineering costs of 
radio systems will shift ever more strongly into software. This will continue to strengthen the case for focusing 
radio system design on reducing software costs. Vanu Software Radio technology provides significant 
improvements in portabilit y, adaptabilit y and modularity compared to other approaches. These improvements 
translate directly into lower development, acquisition and ownership costs for radio communication systems. 
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