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Abstract

Traditional multimedia systems deal with only a few
basic media: text, graphics, audio and video. How-
ever, many other types of media, such as ultra-
sound, infrared and RF signals, can be represented
by streams of data samples and processed within mul-
timedia applications. In this paper, we introduce
some of these new media domains and identify inter-
esting opportunities enabled by their software-based
processing. We also describe our SpectrumWare
testbed for experimenting with these new media types
and report on our experience to date.

We believe that the time has come to broaden the
scope of ‘multimedia’ to include any form of sampled
information. Advances in processor and analog-to-
digital conversion technology have brought raw sam-
ple streams within the grasp of desktop computers
and media processing systems. Coupling these new
media types with software-based processing allows the
construction of virtual devices that can handle differ-
ent sample sources, modify their behavior based on
information extracted from the media, and transform
information between media domains.

1 Introduction

Today’s multimedia systems greatly enhance the
user’s ability to interact with the environment and
with other users at remote locations. Furthermore,
as processing power has increased, many media-
specific functions are now realized in software. For
example, software codecs [Tur93] and image com-
pressors [AMV96] perform signal processing that has
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traditionally been implemented in custom hardware.
This software-based media processing allows appli-
cations to make decisions based on the content of
the media and to alter their behavior appropriately,
thereby enhancing the functionality and flexibility of
the overall system.

However, there are many other sources of informa-
tion, such as ultrasound, instrumentation, infrared
and radio frequency (RF) signals which, if captured,
could add new dimensions to desktop computing.
Until recently, these types of media were inaccessible
to multimedia systems, but recent advances in pro-
cessors, memory subsystems and analog-to-digital
conversion have made it possible to extend multi-
media into these new realms. For example, figure 1
illustrates the GUI of our virtual oscilloscope.

Figure 1 The virtual oscilloscope application

ur approach to these new media types is to mini-
mize the amount of analog hardware required, and



to perform as much of the processing as feasible in
application level software. This is accomplished by
moving the analog-to-digital (A ) converter close
to the raw information source and streaming the
data samples into memory that is directly accessi-
ble to the application. In most cases, the only hard-
ware involved is a media specific transducer, a pre-
amplifier and an anti-aliasing filter. None of this
hardware extracts information of interest from the
signal, but simply prepares it for digital conversion
and software processing. imilar techniques are used
to generate outgoing sample streams and, leveraging
advanced A, convert them to signals.

nce the media signal can been converted from or
to a stream of samples, multimedia processing tech-
niques can be leveraged and adapted to construct
virtual devices with a range of processing capabil-
ities. However, this in turn introduces some chal-
lenges to the design of media-processing systems.
These challenges result from the new types of in-
formation and control which accompany each media
type and the increased bandwidth and processing
requirements placed on the system.

This paper describes our experience in building such
virtual devices. In the next section we introduce
some of the novel application domains that are
now within the reach of multimedia processing, and
in section 3 we consider the trends in hardware
components that make our approach timely. ec-
tion presents the pectrum are testbed for wide-
band sample processing [T 96] and the adaptation
of an earlier multimedia programming environment
[ T96] for use with a number of types of sampled
information. e conclude with a discussion of the
opportunities and challenges that these new media
types present to the multimedia community.

Application omains

Virtual devices encompass a wide range of potential
applications. nly the transducer and the software
di er between applications, the network, host and
operating system can be shared by all of the devices.

Nonetheless, media types and applications have
varying bandwidth and computational requirements
and figure shows where various applications lie
in this phase space. The bandwidth is the rate at
which the information must be digitized, and the in-
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structions per sample is a metric that indicates the
amount of processing that the particular media re-
quires. The product of the required bandwidth and
the instructions per sample is a rough measure of the
average number of instructions per second required
to process the media.

ome interesting, non-traditional applications lie to-
wards the edges of the space. For example, many
medical devices, such as G monitors, only require
low bandwidths (typically a few hundred Hz). How-
ever applications such as the identification of irregu-
lar heartbeats require significant computation on the
data. Test instrumentation, such as oscilloscopes, lie
in the high-bandwidth, low-computation portion of
the space. These devices generally capture data at
very high rates but perform little sample processing.

ideband software radios occupy a demanding por-
tion of the space. High bandwidth is required to
digitize a wideband of RF or down-converted por-
tion of the spectrum, and partitioning and demodu-
lation of the individual channels within such bands
is computationally intensive. hile extremely de-
manding in terms of computational resources, these
radios are very flexible, as all aspects of the commu-
nication system, including modulation, coding, and
channel assignment, are realized in software. ome
wideband applications, such as the AM receiver de-
scribed in section . , are feasible on currently avail-
able platforms. ther types of radios, such as single
channel IF receivers, trade some flexibility for re-
duced resource requirements and are also realizable
today.



The following subsections introduce some specific
examples of applications domains in which virtual
devices can significantly enhance the functionality
and utility of the desktop environment.

1 edical Instruments

Virtual devices provide an opportunity to create dy-
namically retargetable medical monitors. ne mon-
itor di ers from the next only in the type of trans-
ducer used and the specific software being executed.

ith the appropriate transducer, virtual medical
monitors such as G, G, pulse oximetry, tem-
perature and ultrasound can be created. In envi-
ronments where mobility is essential and weight is
at a premium, a single portable device could emu-
late many di erent monitors by simply snapping the
right transducer into place and running the appro-
priate software.

Using network-based virtual medical monitors, real-
time medical data can be accessed and processed
remotely. oupled with a wireless network link, this
greatly enhances a doctor’s ability to perform remote
diagnosis and consultations. The raw data generated
by the transducers could be multicast to multiple lo-
cations, such as a local display, a permanent storage
site and a remote display. Furthermore, data from
multiple transducers can be combined, as described
in section 5. , to improve the quality of the informa-
tion extracted from the signals.

est Instrumentation

Virtual test instruments can save prototyping time
and costs. Rather than design a custom test setup
for a new analog component or hybrid chip, the in-
put and output can be handled by A and A
converters, and the calibration and characterization
of analog components can be performed entirely in
software. This reduces the design of test equipment
to the construction of the appropriate transducer(s)
and the development of test and analysis software.

The software intensive approach also increases the
flexibility of test instruments. They can modify their
functions, based either on user input or information
extracted from the data stream itself, and allow the
user to reprogram the instrument dynamically. ec-
tion .1 describes the implementation of one such

test instrument, an oscilloscope, which demonstrates
some of this flexibility.

adio re uenc Signals

A tremendous amount of information is available via
radio frequency signals broadcast information, such
as radio and television, point to point communica-
tions like cellular telephony, and position informa-
tion from the G and oran systems [Get93]. As
processor speeds continue to increase, wider bands
of RF and more sophisticated modulation and cod-
ing schemes will come within the grasp of desktop
computers, enabling them to incorporate these rich
sources of information. A virtual radio, coupled with
a true multiband front end [ U95], would allow em-
ulation of many di erent radios without any dedi-
cated hardware.

Many wireless networks, such as  ave AN [Tuc93]
utilize the 9 MHz I M band. ith a9 MHz
wideband receiver, or a multiband front end, a vir-
tual radio would be capable of interacting with many
di erent wireless networks. This is because all of the
processing, right down to coding, modulation and
channel assignment are controlled in software. A vir-
tual wireless RF adapter would allow a mobile user
access to di erent wireless networks without having
to carry around multiple network adapters.

Finally, we note that in many cases, what is desired
is a relatively short burst of information, such as
the latest stock quotes or sports scores or, in the
case of G, an occasional position update. In such
instances, the virtual radio could occasionally trans-
form itself into the desired receiver, possibly during
a period of inactivity, and receive the update, with-
out the user having to change any hardware.

easibilit

A conversion defines the boundary between the
analog and digital signal processing domains, but for
our purposes, it also defines the boundary between
hardware and software-based processing. liminat-
ing dedicated hardware, either analog or digital, in-
creases the flexibility of the media processing sys-
tem. This section reviews current A  conversion
technology and the ability of commercially available



Resolution ampling Rate

ommercial Research

16 bits M 5M
(Analog evices) | (Hewlett- ackard)

1 -1 bits M 6 M
(Analog evices) | (Hughes Aircraft)

bits 5 M 1G
(Harris) (Hewlett- ackard)

Table 1  omparison of current commercial and re-
search grade A converters

platforms to handle the data streams produced by
these devices.

For the purposes of comparison, we distinguish be-
tween three levels of commercially available A
conversion devices

arrowband devices, quantizing at 16 or more
bits, have an input bandwidth up to 1 MHz.

Wideband devices, quantizing at 1 -1 bits,
have an input bandwidth of up to =~ MHz.

roadband devices, quantizing at  bits, have an
input bandwidth up to 5 MHz.

Table 1 shows the current capabilities of commercial
and research grade analog to digital converters

The important observation that makes the use of
general purpose processors feasible is that proces-
sor clock rates are increasing at a faster pace than
the sampling rates of A converters. This trend
means that more instructions per sample will be
available with each new generation of processors, en-
abling software implementation of more demanding
tasks.

The current commercially available Axp chip
( 116 ) issues instructions 5 million times per sec-
ond, and is capable of issuing four instructions per
cycle. At a wideband sampling rate of M (i.e
a1 MHz input bandwidth) this corresponds to an
upper bound on the processing budget of 1  in-
structions per sample.

the emainde the discussi n, we est ict u selves
t the ¢ mme ciall availa le ¢ nve te s, as we will e evalu
ating them with espect t ¢ mme ciall availa lep cess s
and netw ingtechn I g .

chips pay careful attention to the synchroniza-
tion and time management of I  and computation,
keeping interrupt latencies low and avoiding the use
of caches, since some applications (e.g. the
Fast Fourier Transform) do not display locality of
reference. However, these features are not funda-
mental barriers to signal processing in a workstation
environment [ 9 ].. The key observation is that
unpredictable timing events, such as interrupts and
cache misses are not specified in units of time, but in
units of clock cycles. As processor speeds increase,
the absolute amount of time required to service these
events decreases, making real-time processing more
tractable. Furthermore, commercial processor tech-
nology, driven by the workstation market, is improv-
ing at a much faster pace than digital signal proces-
sor ( ) technology.

Recent improvements in memory, I  and network
technologies have made the acquisition of many
wideband signals feasible. The memory interface of
new Axp chips ( 116 ) has a maximum pin
bandwidth of 1.6 G sec|[ 96]. Thel  system of
astandard  I-based workstation supports a trans-
fer rate over 1 Gbps, with planned extension up to

Gbps. Finally, commercially available ATM net-
works run at an -1 rateof 6 Mbps.

utting it all together, we observe that it is feasible
for a  I-based host connected to an ATM network
to handle commercial wideband A data rates (e.g.
M at 1 bits or a Mbps data rate). Fur-
thermore, the sample streams produced by narrow-
band converters can be easily handled by all of the
aforementioned sub-systems.

Implementation perience

e have implemented several virtual devices in the
pectrum are testbed, as illustrated in figure 3.
This section describes the testbed and some of the
prototype applications that have been constructed.

The backbone of our prototyping environment for
virtual devices is the VuNet [HAI 95], an ATM desk
area network. ata is captured using network-based
appliances, with transducers for RF signals (e.g.
AM radio and cellular telephony) as well as conven-
tional baseband audio and video. These signals are
processed on hosts ( workstations) distributed
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Figure 3 pectrum are Testbed.

Distributed Hosts

around the network. e have also developed a I
bus [Ism] adapter that allows the same appliances to
be directly connected to a  I-based host and take
advantage of the 1 Gbps data transfer rate directly
into application accessible memory.

The network appliances, shown in figure , have
two components a generic network adaptor and an
application-specific daughter card. The network in-
terface is common to all appliances and is imple-
mented on the appliance base while the transducer
filtering and A  conversion are resident on the
daughter card. This approach allows specific devices
to be rapidly prototyped for very low cost, since the
only application-specific daughter card needs to be
customized.

The programming environment is based on the
Vu ystem [ T96], which has demonstrated the fea-
sibility of a software-based approach to conventional
media, including audio, video, text and graphics.
The Vu ystem implements a two level strategy in
which programs are partitioned along an in-band
axis that supports the flow of temporally sensitive
information, and an out-of-band axis that supports
event driven program components such as the user
interface and the configuration of the in-band pro-
cessing pipeline. The in band processing compo-
nents are arranged into modules that exchange data
in dynamically typed and time-stamped payloads
through input and output ports.

The Vu ystem has been extended to support a vari-
ety of new media types. In particular, payload types
have been added to handle sampled and complex
valued data streams, as well as framed bytes and
generic bit streams. ampled data payloads support
a broad range of media. ach payload represents a
fragment of a sequence of samples with no inherent
framing. omplex data payloads are used to repre-

Figure  Generic Network-based Transducer

sent the Fourier transforms of sampled data. These
payloads have a natural framing that is determined
by the windowing function used prior to computing
the FFT.

The infrastructure described above is being used to
prototype a range of distributed virtual devices, such
as test and measurement equipment, a diagnostic ul-
trasound system and radio receivers for broadcast,
cellular telephony and wireless AN applications.
The following sections detail the implementation of
these prototype systems.

1 est Instrumentation

This section describes a prototype instrumentation
application, a virtual oscilloscope and spectrum an-
alyzer. The network appliance for the oscilloscope
consists of an analog sensor, an anti-aliasing filter
and an A converter. The data stream from the
converter is segmented into ATM cells which are
then transmitted over the network to the memory
of a host machine. The application obtains the data
from the network via a socket interface, and a Vu ys-
tem source module assembles the incoming data into
time stamped payloads that are then passed to pro-
cessing modules within the application.

In addition to the real signal source, a simulated
source has been created. This source is useful not
only for testing and debugging processing modules,
but as a known reference for comparison purposes.
The source is also used as a signal generator, whose
output stream can be directed to the A converter.
Figure 1 is a screen shot of a virtual oscilloscope
application which is simultaneously displaying data
from a network appliance and a simulated source.
The controls on the user interface allow the user to



modify oscilloscope parameters, much like on a hard-
ware oscilloscope.

The flexibility of the software implementation allows
the oscilloscope to be reprogrammed in ways that are
not possible in hardware based oscilloscopes. The
trigger function can be any algorithm that can be ex-
pressed as a program, involving current, past
and future samples, as well as pattern matching al-
gorithms and information derived from computation
on the sample stream.

The software implementation also takes advantage of
the large amounts of storage available in the desk-
top environment to save multiple waveforms in mem-
ory or to disk for permanent storage. nce multiple
waveforms have been stored in memory, the oscillo-
scope can manipulate and combine them to derive
new signals for display, storage, or use in the trig-
gering function.

The input to the oscilloscope is a stream of samples
and its output is a sequence of pixel maps with 3

X resolution, displayed through an -windows
application. In e ect, the application is performing
a mapping between the instrumentation and video
media domains.

An output rate of 3 video frames per second corre-
sponds to a data rate of 1 . Mbps. hile running
at this output rate, the oscilloscope can sink data
streams in excess of 3.6 Mbps on both 3
model and un Ultra parcl workstations and
streams of 1. Mbps on a 1 MHz Intel entium
system. The oscilloscope actually outputs data at
a higher rate than it takes in, since video frames
contain significantly more data than the serial input
stream. ince all of the processing is in application
software, any resources saved by reducing the output
frame rate could be applied to additional processing
of the data, or to the support of higher input data
rates. For example, if the output frame rate on the

entium system is reduced to  frames per second,
the applications is then capable of sinking input data
rates of Mbps.

The oscilloscope can be dynamically reconfigured,
while running, via the visual programming interface
shown in figure 5. Modules can be modified, created,
or destroyed through this interface, dynamically al-
tering the functionality of the application. ach of
the modules shown in the flow graph has an associ-
ated control panel, through which parameters spe-

Figure 5 Visual programming interface

cific to that module can be modified. For example,
the control panel for the simulated source allows the
user to change the waveform, frequency, o set
and sampling rate of the generated signal.

In figure 6, an FFT module has been inserted into
the processing stream while the application is run-
ning. The FFT takes in payloads of the type Sample-

ate and outputs payloads of the type Complex ata
containing the Fourier transform of a windowed sec-
tion of the incoming data. The number of payloads
coming in to the module is not necessarily equal to
the number leaving, as the windowing function de-
termines the size of the outgoing payloads. The os-
cilloscope module, noticing that the type of payloads
it is being passed has changed, automatically trans-
forms itself into a spectrum analyzer and displays
the frequency data. A screen shot of the spectrum
analyzer is shown in figure . In this example, the
signal source is generating a square wave, and the
spectrum analyzer shows the associated harmonic
components.

The oscilloscope program takes direction both from
the user, via the graphical interface, and from the in-
formation stream itself by analyzing the media com-
ing in. The application can make decisions based on
the content of the media and modify itself, launch
new applications and provide information that might
otherwise be inaccessible to the user.



Figure 6  ynamic incorporation of FFT module

A adio

There is a tremendous amount of information avail-
able through conventional broadcast media such as
radio and television. The information present in
these media signals can be incorporated into user ap-
plications once the information has been extracted
from the media stream. This section describes a sys-
tem where broadcast radio media is transformed into
audio streams.

An entire AM radio transmission and reception
demonstration has been implemented in the testbed.
The Source module takes an input from a file con-
taining law-compressed audio, which is then con-
verted to 16-bit linear audio by the AudioConverter
module. This signal is then modulated onto an AM
carrier and passed to the Am emodulator, which
performs asynchronous AM detection. The result-
ing audio signal is then law compressed back to
its original form. The system has been run in real
time handling a 6 kbps audio input, modulating
this onto an AM carrier sampled at MHz and then
demodulating to produce a 6 kbps output stream.

Although this example emulates a traditional AM
receiver, the software implementation lends itself
to much more flexible designs. Multiple channels
can be simultaneously demodulated and informa-
tion from di erent channels can be combined. hile
this may not be particularly useful for conventional
broadcast applications, it can add new capabilities

Figure pectrum Analyzer

to point-to-point services such as wireless network-
ing. Multiple dis oint sections of spectrum can be
treated as one logical higher bandwidth channel, al-
lowing bandwidth to be dynamically assigned to dif-
ferent users as needed.

ince the AM modulator produces samples of an ac-
tual RF signal, simulations of wireless channels can
be performed by simply connecting a channel simu-
lation module to the output of the modulator. To
this end, an additive white Gaussian noise channel
module has been implemented for the purpose of
evaluating the performance of di erent demodula-
tion algorithms in the presence of noise.

IP Sot are adio

An T software radio integrates the notion of a soft-
ware radio with the I networking layer.  ithout
changing any hardware, this radio could interoperate
with I networks employing di erent air standards,
suchas MA, and F MA. To demonstrate
some of this flexibility, we have prototyped an I
software radio, as illustrated in figure

This system is di erent from the previous examples
as it has two separate processing streams running si-
multaneously, one for receiving data, and the other
for transmitting. The oft ink ource is a user-
level interface to the I layer, which allows the ra-
dio to forward I packets to and from the network.



Figure I oftware Radio

The example illustrated applies simple byte level and
packet level framing schemes to the I packets and
then F modulates the framed data. The result-
ing RF data is then transmitted to a General ur-

pose I Interface (Gu I) [Ism] which transfers
the data to a A converter connected to an an-
tenna. n the receive side, the digitized RF signal is

demodulated and de-framed, resulting in I packets
which are then passed down to the I layer for fur-
ther processing or routing. Modules for performing

MA transmission and reception have been cre-
ated, and can be dropped in as replacements for the
F  modules. This allows interoperation with two
di erent kinds of networks, without any additional
hardware.

Table indicates the number of processor cycles re-
quired to perform the di erent tasks. The units
for each measurement di er, since the modules op-
erate on di erent media types. For example, the
F  modulator outputs IF samples at a MHz sam-
pling rate, but 1 of these samples correspond to one
framed byte. The relevant metric for the modulator
is the number of processor clock cycles required to
produce each output sample. imilarly, the demod-
ulator is evaluated in terms of the number of cycles
required per input sample. The de-framing actually
consists of two operations, locking on to the framed
I packets, and de-framing and parity checking each

easu ements we e made using the c cle c unte n a
entium p cess

Function Avg. ycles | Unit
F  Modulation 1 output sample
F emod. 5 input sample
e-framing 3 output bit
Table  Average number of cycles required to per-

form the signal processing tasks associated with the
I  oftware Radio.

byte to produce a stream of bits which represents the
transmitted I packet.

These metrics allow us to assess how well the mod-
ules perform relative to real time. For example, the
1 cycles required to produce an output sample cor-
responds to . 6 sec of actual time. The samples
are being output every . 5 sec (the period of the
MHz clock), so this module not only runs in real
time, but leaves plenty of cycles available for other
processing. However, the current implementation
of the demodulator requires .3 5 sec to process
each input sample, so it can only maintain real-time
throughput for input sampling rates of .6 MHz or
less. For sampling rates less than MHz, the en-
tire system system currently runs in real time on a
entium ro- under the inux operating system.
ith improvements in the demodulation algorithms
and use of parallelism such as Intel’s MM instruc-
tion set, we expect to significantly reduce the num-
ber of cycles required by each processing module,
thus increasing the data rates that can be handled
in real-time. ontinuing improvements in processors
will also facilitate the processing of wider bandwidth
signals, or provide more free cycles which could be
applied to applications running simultaneously.

pportunities

This section discusses the opportunities that arise
from both the dynamic reconfigurability of a
software-based approach, as well as those presented
by the set of tools provided by a general purpose
media processing environment.

1 edia rans ormations

The software intensive approach of virtual devices al-
lows media to be dynamically transformed between
domains. A simple example of media transformation



is used commonly in closed captioning for television.
The captions are encoded on the video stream in the
V 1 lines, and at the receiver, the video lines are
converted back to text. In this case, the original
text information was transformed into a video rep-
resentation to facilitate transmission over existing
channels. At the receiver, this information is then
transformed back to its symbolic form to allow for
additional processing.

Ultrasound signals provide a more sophisticated ex-
ample. The waveform from the ultrasound probe
can be digitized and represented as a stream of sam-
pled data. This media stream is often transformed
to a sequence of images for display. nce this infor-
mation is in the image media domain and accessible
to software processing, the power of computer vision
and pattern recognition algorithms can be brought
to bear on the problem. These tools allow more de-
tailed information to be extracted from the media
stream.

Media transformation is a very powerful operation
that allows the tools from one domain to be ap-
plied to another. The transformation decisions can
be based on information extracted from the stream
itself, as the software has access to the media as well
as the ability to convert payloads from one media
type to another as required.

e eraging emor
Networks, operating systems and applications each
manipulate data in discrete units of di erent size,
and none of them are designed to deal with contin-
uous streams of data. Networks segment data into
units such as I packets or ATM cells, operating
systems handle incoming data in memory pages and
bu ers, and applications deal with data in larger
units such as video frames. In order to process con-
tinuous streams of data, the stream must be tem-
porally decoupled, i.e. the incoming stream is seg-
mented and each segment is time-stamped. Instead
of preserving exact timing throughout the system,
we need only observe relatively coarse timing con-
straints, provided the timestamps are later used to
reconstruct the signal timing near the edge of the
system, i.e., at the display, speaker or A con-
verter.

Temporal decoupling frees algorithms from tight
synchronous processing restraints and opens up op-

portunities for new algorithms for data processing.
amples can be processed out of temporal order, de-
laying the processing of some samples until certain
other information has been received. In cases where,
the processing requirements of sample payloads vary
with time, it may be possible to time-shift processing
resources from one payload to another. For exam-
ple, the reception of a wireless signal that is sub ect
to bursty noise may require little processing when
the noise is not present, but may require a more
computationally intensive algorithm when the data
is corrupted by a noise burst. The amount of pro-
cessing can be varied dynamically and the resources
saved can also be applied to other applications.

e eraging omputation

ven within the same media type, computational
requirements can vary depending upon the applica-
tion. Image processing applications work with the
same media sources (e.g. a camera) as video player
applications, and thus the bandwidth requirements
are similar. However, image processing applications
such as face finding [R  95] require significantly
more computation than simply capturing the data
and assembling it into video frames.

esktop processors can exploit parallelism by using
their 6 and 1  bit wide buses, pipelining and mul-
tiple instruction paths to increase the available com-
putational power per sample. Multimedia exten-
sions to processor instruction sets allow algorithms
to take advantage of parallelism at the register level.
These instruction sets, o ered by both un (VI )
and Intel (MM ), perform parallel operations by
packing multiple samples into one longer word. For
example, by packing four 16 bit words into one 6 -
bit register, one MM instruction can perform four
simultaneous 16-bit adds. These enhancements, cou-
pled with parallel processor configurations, will en-
able fairly extensive processing of wideband signal
streams.

As the available computation power has increased,
signal processing applications such as codecs and
modems have followed a migration path from ana-
log hardware, through dedicated digital hardware, to
programmable digital hardware, and finally to soft-
ware. ach step along the path introduces more flex-
ibility into the signal processing system. This flexi-
bility brings with it many opportunities to leverage
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computation in support of new algorithms, new ap-
plications, and multi-modal combinations of media

types.

e eraging et or s

A network of workstations provides a natural dis-
tributed environment for virtual devices. In such an
environment, the sensors or actuators can be located
remotely from the processing sites, since state of the
art networks are capable of handling the required
data rates. This allows workstations to have ac-
cess to multiple remote sensors, or to take advantage
of distributed parallel processing to process sample
streams from the sensors.

A network-based sensor is a relatively simple de-

vice since it does not have to process the signal

it captures. Figure 9 illustrates the network-based

transducer concept. The device, consists of an

application-specific transducer, minimal amplifica-

tion and filtering, an A converter, FIF | and a
A-based network interface.

Network-based appliances extend the reach of mul-
timedia systems to remote sensing and control. For
example, several di erent types of medical sensors
could be connected via a network to the same com-
puter. Information derived from one signal could
be utilized in the processing of another. If a sen-
sor detecting the patients respiration pattern were
connected, then this information could be used to
remove respiration induced baseline drift from the
G signal.

For radio applications, multiple network-based RF
antennas could be used to form small cells for wire-
less communications systems, or to achieve antenna
diversity so that signals from multiple antennas can
be used to reduce multipath interference.

onclusion

e believe that the time has come to broaden the
domain of multimedia systems to encompass any
type of information that can be digitally sampled
and processed. This approach makes new types of
media accessible to the desktop environment, ex-
tending the capabilities of media processing systems
in several dimensions

The transformation of information between me-
dia domains creates new opportunities for the
extraction of signal features and for the storage
and display of information streams.

There is an opportunity to develop new
software-based, temporally decoupled signal
processing algorithms that take advantage
of the instructions set extensions and large
amounts of memory available on commercial
platforms.

ommunications ability is enhanced by pro-
viding direct access to signals in the RF and
infrared domains. These media bring a wide
range of broadcast and point-to-point commu-
nications methods under the control of desktop
applications.

The network-based approach facilitates dis-
tributed computing by permitting access to re-
mote sensing and control devices and by pro-
viding access to clustered hosts for parallel pro-
cessing of sample streams.

Moving the A boundary as close to the raw infor-
mation source as possible, and moving the software
boundary right up to the A conversion increases
the flexibility and adaptability of multimedia sys-
tems. This approach, coupled with the use of main-
stream platforms, allows virtual devices to ride the
processor technology curve. ach new generation
of technology will bring new media types and new
applications within our grasp.
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